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ABSTRACT 
As we extend the reach of the Internet through sensing and 
automation, networked interactions become more critical and 
safety and security require improved means for designing and 
testing system components, platforms and services. A tremendous 
amount of messy, heterogeneous data passes through such 
networks; integrating and applying that data so that it can be used 
for seamless interoperability and higher level reasoning requires 
conversion into some higher abstraction. This necessitates a new 
foundation for information modeling and model management, 
broadly construed. Such a foundation must support model 
construction in a wide range of formalism as well as capabilities 
for integrating models across different formalisms. We must also 
allow for easy model evolution, simplifying both iterative design 
and long-term maintenance. In this paper, we argue that category 
theory, a branch of abstract mathematics, provides a firm 
conceptual foundation for information modeling which already 
meets most of these criteria. We close with a discussion of some 
challenges for exploiting category theory in applied contexts.	  	  

CCS Concepts 
• Computing methodologies� Modeling methodologies. 
• Applied computing� Mathematics and statistics. • Applied 
computing� Information integration and interoperability. 
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1. INTRODUCTION  
The Internet already spans networks across a wide variety of 
domains and we interact with it in nearly every aspect of our lives. 
As we extend its reach through sensing and automation, more and 
more it will interact with us, requiring much more careful 
engineering for safety and security. This applies to every level of 
the Internet of Things (IoT), from the individual components 
which make it up to the myriad services which use their data, and 
especially to the platforms which support these interactions.  

The fundamental characteristic of the IoT systems is their 
compositional structure, the way that different components, both 
physical devices and cloud services, can be combined to generate 
new value or better performance. A thermostat reacts to changes 
in temperature, but a smart thermostat might anticipate a change 
based on other activity in the house (the oven is preheating) or on 
information coming from outside (cold temperatures predicted 
overnight). Often we group these components into systems 
(entertainment), and further into systems-of-systems (smart-
home). The groupings may be organized in hierarchies, in 
networks, or in layered structures which lie somewhere in 
between.  

Finally, there one other class of components in IoT systems, one 
which is critically important: us! Across all levels of abstraction 
humans provide information, control and feedback for our 
systems and we cannot avoid the ways that this changes our 
systems. If the network security of an IoT camera requires setting 
a password, we should build that into the installation process, 
making the user a component of the system, rather than setting a 
default and hoping that users will take care of it on their own. 

If we hope to establish reasonable guarantees about how IoT 
systems will perform, one of the most significant hurdles is 
modeling them in the first place. How can we specify IoT 
systems, which are often created on the fly from off the shelf 
pieces, well enough to give any assurances? 

In modeling these systems, there are several facts which we 
cannot escape. We must have models at multiple levels of 
abstraction, ranging from component behavior to global 
performance. Our models are developed using a wide variety of 
different formalisms (physics, statistics, logical, …) and for many 
different purposes (simulation, optimization, budgeting, …)  
Global insight requires inference across models, so we must have 
some means to support model integration and aggregation across 
formalisms and across scales. Composing these models can only 
be accomplished by first integrating the formalisms that they 
depend on. 

We will argue that a branch of mathematics called category theory 
can provide a new foundation for information modeling which 
already meets most of these requirements. 

2. REQUIREMENTS FOR GENERIC 
INFORMATION MODELING 
We would like to see a methodology for information modeling 
which can confront the plurality of models which are relevant to 
IoT systems. In the introduction we listed a few things which this 
methodology needs to satisfy. In this section we expand on those 
topics and introduce a few others. 

As we see it, modeling for IoT will require at least the following 
capabilities: 

• Model construction 
• Representation across scales 
• Broad accommodation for multiple formalisms 
• Separation of domain-specific concerns 
• Integration and aggregation across models 
• Model evolution 
• Flexibility and modularity 
• Scalability 



We can often think of an information model as a domain-specific 
language (DSL), often attached to some data or computations 
which are structured in that language. These might be used to 
represent anything from the capabilities and interfaces of a device 
to the structured relationships in aggregate data. See [11] for the 
evolution, range and use of types of mathematical models in 
systems engineering.  

There is often a trade-off between the expressiveness (how much 
can it say) and its range of application (what can it talk about). For 
example, using the Hardware Description Language (HDL) has 
built-in constructions for transistors and capacitors, making it 
easier to specify the structure and behavior of electrical circuits. 
And only electrical circuits. 

By contrast, the eXtensible Markup Language (XML) is a very 
simple language for describing parent-child relationships in trees, 
and because of this generality XML can be applied in many 
different contexts. However, the loss of expressivity means that, 
in XML, most of the semantic structure of a model is pushed into 
naming conventions and the code which interprets the XML files. 
Some languages are semantically under-specified, most notably 
the family of Universal (resp. Systems) Modeling Languages 
(UML/SysML). This means that some of the constructions which 
a language allows (e.g., trace in SysML [9]) are not described 
in sufficient detail to pin down a unique interpretation. Often this 
is not a problem; there may only be one reasonable interpretation, 
and experience modelers learn how to avoid problematic 
constructions. However, unless we learn how to check when such 
models are valid (at which point we have a fully-specified 
semantics), we leave the door open to ambiguity in our models. 
For example, UML models can be difficult to transfer between 
development environments because these sometimes represent 
and store certain constructions in different and incompatible ways. 

In some sense what we are after is a semantically precise meta-
modeling language: a DSL for specifying and analyzing other 
(object-level) DSLs. The challenge is to provide a language which 
is both generic enough to apply across many domains and yet 
expressive enough to say something meaningful in any one of 
them. 

The technology which currently comes closest to meeting these 
desiderata are the family of Web Ontology Languages (OWL) and 
the data ecosystem (RDF, SPARQL) surrounding them [4,12]. 
OWL is formulated description logic, a computationally tractable 
fragment of first-order logic. This foundation provides both 
precision and generality. 
Indeed, formal logic is the gold standard for semantic precision. 
Nearly all modern mathematics is framed in logical terms. This 
also provides a claim for generality. To the extent that our formal 
methods are expressed mathematically, logic encompasses these 
as well. 

Though we can frame our formalisms in logical terms, it is less 
clear that logic provides direct insights into our specific models 
(aside from logical models). It is telling that logically important 
considerations like decidability very rarely play a direct role in 
mathematical analyses. For example, when examining a 
dynamical model, the logical formulation sheds little light on 
things we care about like fixed points and stability. Even in areas 
like computation which do rely explicitly on logic, the specific 
logics found in OWL are not general enough to handle them. 

In the next section we will argue for a different contender, a 
branch of mathematics called category theory. 

3. CATEGORICAL INFORMATION 
MODELING 
Category theory (CT) is the mathematical theory of abstract 
processes. A category is a mathematical structure containing two 
types of entities. Objects like 𝑋,𝑌,𝑍,… represent resources or 
states. Arrows 𝑓:𝑋 → 𝑌,𝑔:𝑌 → 𝑍,… represent processes, with 
explicitly specified input and output objects. The principle 
requirement is that arrows can be composed whenever the input of 
one agrees with the output of another. The relevance of such 
considerations for IoT should be obvious: processes are 
everywhere and this may be the least abstract point of view which 
encompasses both the cyber and the physical aspects of IoT 
systems. 

We often present the objects and arrows of a category using 
directed graphs. One of CT’s most distinctive features is its use of 
formal diagrams in argument and analysis. This allows us 
incorporate and formalize the sorts of box-and-arrow class 
diagram which engineers already use in designing complex 
systems. To see how CT works, it is useful to consider some ways 
that it relates to some formalisms of interest. Here we will focus 
on logical and dynamical models. For more discussion along these 
lines, see [14]. 

First of all, let us say that CT should not be viewed in opposition 
to logic, but rather as an extension of it. This is because any 
logical theory can be represented as a category. Objects are 
formulas and arrows are proofs; composition is expressed 
formally as cut elimination. Logic itself, the connectives and 
quantifiers, turns out to encode natural categorical structures 
called limits, colimits and adjunctions. This observation provides 
a diagrammatic approach to logical specification which can be 
more revealing than linear syntax [13]. Because of the abstraction 
of this perspective, almost identical comments apply to both 
computational and data models. 

Categories can also capture very different sorts of models. In a 
dynamical context, we can think of states as objects; the arrows 
between these states are dynamical flows. If A evolves to B and B 
evolves to C, then A evolves to C, so this too describes a category. 
This viewpoint applies equally to discrete, continuous, hybrid and 
even stochastic dynamical systems. Importantly, the character of 
these dynamical categories is much different than those arising in 
logic, and the difference is relevant for IoT. 

One way to see the difference is to consider an operation of 
parallel composition (denoted ⨂). In logic and computation, we 
can freely duplicate data, corresponding to the existence of a map 
𝐴 → 𝐴⨂𝐴. Since anything can be duplicated, these logical 
categories cannot support a notion of resource sensitivity. 
Dynamical categories usually do not contain such maps; physical 
objects rarely duplicate themselves (at least without additional 
inputs). This is all closely tied to other formal approaches to 
resource sensitivity such as Petri nets and linear logic [5]. 

This gives some indication of the way that CT, through its 
abstraction and constructors, provides a common language for (1) 
representing information models across different formalisms, and 
(2) analyzing their differences in structural terms. 

We can also use CT to analyze and express the relationships 
between different information models. Consider several ways that 
our logical and dynamical models might interact. You may want 
to reason logically about system dynamics, independent of 
resource considerations; CT has a process (free completion) for  



turning dynamical categories into logical categories. You might 
want to axiomatize a special class of dynamical systems; the 
axioms determine a category, and the systems themselves can be 
represented by mappings (functorial semantics) out of this 
category. You might want to describe a dynamical system whose 
flows involve computation or proof (e.g., for security); CT has 
categorical constructors (colimits) that provide a formal method 
for integrating parallel representations. 

All of this relies on the fact that CT is self-referential. There is a 
(meta-level) category whose objects are categories, and therefore 
the methods of CT can be used to study CT itself. Functors, the 
arrows that map between categories, are an extremely powerful 
construction. Functors between categorical models provide a 
concrete definition for translations between information models. 
Functors from categorical models into semantic categories like 
vector spaces or dynamical systems allow us to realize these 
models in computations and simulations. Forgetful functors 
between semantic categories allow us to project out domain-
specific considerations in our model. 

Other categorical constructions [13] provide a wealth of further 
capabilities. Colimits define the formal integration of information 
models based on their overlapping components, addressing the 
need for model composition. Kan extensions allow us to transport 
information along functors, translating data from one context to 
another. 

The key feature of categorical analysis is compositionality: the 
idea that a complex process can be completely specified in terms 
of two pieces of information: (i) a decomposition of one process 
into many (see figure 1), and (ii) a specification for each 
subprocess. These subprocesses may be specified in a wide 
variety of formalisms, from set-theoretic or computational to 
dynamical and stochastic. 

By mixing the tools for integration (colimits) and model 
comparison (functors), it is not too difficult to establish concrete 
relationships across scales. Similarly, the fact that categorical 
structures are compositional allows us to easily swap in different 
submodels without recalculating the entire structure, enabling 
greater flexibility and modularity. Thus we see that our generic 
model requirements are all addressed by formal constructions in 
the CT toolkit. These virtues are summarized in table 1. 

4. HURDLES FOR CT MODELING 
With all this to recommend it, one might wonder why the 
application of CT category theory to designing and controlling 
engineering systems remains in its infancy. After all, CT was first 
developed in the 1940’s and had worked its way into theoretical 
physics [2] and computer science [3] by the 70’s and 80’s. 

One response is that engineers, at least in software development, 
already use CT, just under a different name: functional 
programming. The foundations of functional programming are 
essentially category theoretic, and it is well recognized that a 
functional style (e.g., immutable data types, static type-checking) 
is an important factor in scalable development. 

This is a valid observation, but still unsatisfactory. Why not civil 
and electrical engineers as well? We can identify at least two 
important obstacles which have stymied the growth of applied 
category theory. 

First of these is CT’s learning curve, which is undeniably steep. 
One reason for this is that CT uses more or less the same 
toolbox—categories, functors, natural transformations, monads, 
adjunctions—to attack every problem. For large and complex 
problems this is a benefit; we rarely need to develop novel 
methods when new problems and situations arise. When learning, 
though, this is an obstacle because even simple examples often 
involve several tools, and one must absorb a substantial amount of 
mathematics before seeing a concrete payout. 

A related issue is a lack of “down to earth” 
applications. Within mathematics, the initial 
applications of CT were in areas of 
advanced mathematics like algebraic 
geometry and topology. Similarly, the most 
well-developed applications outside 
mathematics per se are in areas like 
quantum computing and the semantics of 
programming languages, hardly 
introductory topics. Because of this, 
students are rarely exposed to CT before 
graduate school, and even then only in 
certain (sub)fields. 

Fortunately, the slope of this learning curve 
has become more gentle in recent years, 
though several avenues. New textbooks 
[10,13] targeted at scientists and 
undergraduates have made the mathematical 
ideas more accessible. The growing 
importance of functional programming has 

Table 1. The virtues of CT modeling 

Modeling Requirements Associated CT construction 

Model Construction Free completion 

Multiple formalisms Semantic categories 

Domain-specificity Forgetful functors 

Integration Compositionality 

Evolution Kan extension 

Modularity Colimits 

Scalability Functional programming 

Repr. across scales Colimits + Functors 

Figure 1. Process decomposition represented as a string diagram 



encouraged bloggers and Q&A sites to break these ideas down 
into bite-sized pieces. New applications in areas like chemistry 
[6], electrical engineering [1] and machine learning [7] have 
broadened the base of examples to more concrete, real-world 
problems. While most of these have been framed in the 
mathematician’s style of Definition-Theorem-Proof, other recent 
work has also tried to present categorical ideas from a more 
practical, engineering-focused perspective [8,15,16]. 

At the same time, growing complexity in areas like IoT is 
beginning to demand a new foundation for information 
management and its interaction with the physical world. With the 
co-occurrence of these two trends, now is the time to develop a 
robust foundation for information management, based on a 
mathematically justified bedrock of applied CT. 

This brings us to the second obstacle: tool support. Although CT 
can supply conceptual solutions to many of the problems 
discussed above, there are very few good software tools for 
implementing those solutions. Much of what does exist (outside of 
functional programming) is limited to academic software, and is 
neither simple enough nor powerful enough to address system-
scale demands. Building up such a suite of software will require a 
substantial funding and a concerted effort to bring together 
mathematicians with domain experts to attack complex, real-
world problems. 

Fortunately, this requirement is less daunting than it seems. 
Because of the way that CT can absorb other formalisms, we 
should be able to leverage many existing tools. Pullbacks, an 
extremely important class of constructions in CT, can be regarded 
as database joins, allowing us to piggyback on the years of 
optimization rolled into join algorithms. Do you need to check 
your information model for consistency? Project your category to 
a logical theory and use an OWL theorem prover for validation. 
What if you need to analyze the behavior of your model? Derive a 
petri net from your category and analyze the behavior at that level. 
The results of all these analyses can then be lifted back to the 
categorical level for a holistic appraisal. 

Moreover, the methods of CT are uniform, using the same tools 
across a wide range of problems. This means that the software 
developed to address one problem can probably be applied in 
many other situations as well, so long as it maintains a modular 
separation between foundational categorical methods and domain-
specific applications. 

We envision an open, CT-based platform for information 
modeling and analysis. The platform should support modules for 
the various CT constructions (e.g., functors, colimits) and 
translations (OWL, SQL, petri nets), which could then be 
assembled on a case-by-case basis to address specific problems. In 
the long run, such a platform would be applicable across many 
domains, but to get there we first need to drill down and provide a 
proof of concept. The IoT domain is a perfect candidate. 
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